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We consider the problem of the general composition of learning algorithms that must handle
temporal learning tasks, in particular that of creating and efficiently updating the training sets
in a sequential simulation framework. We start by enumerating the desiderata that composition
primitives should satisfy, and underscore the difficulty of rigorously and efficiently reaching them.
We then introduce a set of algorithms that accomplish the desired objectives. We conclude with
a case-study of a real-world complex learning system for financial decision-making that uses the
methods introduced herein.
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1. INTRODUCTION

Statistical learning algorithms [Hastie et al. 2001; Bishop 2006] have long found
application in sequential decision-making tasks, particularly in economic and finan-
cial problems [Abu-Mostafa et al. 2001; Shadbolt and Taylor 2002]. In practical
systems, individual learning algorithms are almost never used in isolation; rather,
complex networks of modules1 are designed that together provide the requisite func-
tionality. For instance, in the context of financial portfolio management, complex
investment strategies can result from the combination of learning-driven decisions,
fixed decision rules (often used as safeguards), and both fixed and adaptive data
preprocessing.

It is a challenge to rigorously and efficiently evaluate the performance of such
“learning networks” (to be precisely defined below), especially with respect to crite-
ria that take into account the whole sequence of decisions, such as financial perfor-

1Where each module can be a complete learning algorithm in the traditional sense, rather than,
e.g. a single hidden unit in a neural network.
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mance measures (accounting for trading costs) in a portfolio management task. Due
to the danger of overfitting, and associated data snooping biases, the vast majority
of the machine learning literature (and more recently, the empirical finance litera-
ture2), provides, as a matter of course, out-of-sample evaluation of proposed models.
Most of these take the form of a simple“train–test” split (also called an“estimation–
validation” split), where an initial training set is used to fit model parameters, and
an held-out test portion used to simulate post-deployment performance.

Unfortunately, for sequential decision-making tasks, single train–test splits ex-
hibit several troublesome issues. First is the traditional question of where to split,
with the objective of giving enough training data to train accurate models, and
enough test data to derive low-variance performance estimates.3

The second and deeper problem is related to inherent non-stationarities in the
data distribution: many tasks exhibit variables whose distribution change signif-
icantly through time. In macroeconomic forecasting, this may take the form of
structural breaks, caused by, as observed by Clements and Hendry [1999, p. xxiii],
evolving economies that“are subject to sudden shifts, precipitated by changes in leg-
islation, economic policy, major discoveries, and political turmoil”. Stock and Wat-
son [1996] document the evidence of structural instability in 76 representative Post
War US macroeconomic time series. In the finance literature, non-stationarities
were reported for volatility in the form of (G)ARCH effects [Engle 1982; Bollerslev
1986; Campbell et al. 1997]; more recently, non-stationarities have also been recog-
nized for expected returns and their effects on realized returns [Fama and French
2002]. It is obvious that ultimately, the whole question of non-stationarity hinges
on the choice of model: the prism through which one analyzes the world may admit
sufficient inherent complexity to explain phenomena for which a simpler apparatus
would be misspecified. Nevertheless, our present goal is not to carry out an exhaus-
tive overview of evidence in favour of non-stationarity in any particular domain,
but to defensively assume that some of those effects can occur, and examine how
one should deal with them.

The third problem is that single train–test performance evaluation occults the
reality faced by a flesh-and-blood decision maker: no rational person would train
a computer model on a limited subset of data and then let this model run for an
arbitrary period of time—without as much as an update to the model even as new
data becomes available. Rather, one would rationally want to quickly make use of
all available information, promptly updating the model to reflect new data.

Sequential Validation [Gingras et al. 2002; Chapados and Bengio 2001] is an em-
pirical testing procedure that aims to emulate the behavior of said rational decision
maker. Inspired by the well-known technique of cross-validation [Stone 1974; Hastie

2Overfitting and data snooping biases were brought to the attention of the financial econometrics
community by Lo and MacKinlay [1990]. White [2000] has proposed a “reality check” test to
account for the effects of biases attributable to repeatedly using the same data to construct
several models, although some studies have reported that the test lacks the power to distinguish
between “good” and “bad” models in some important cases [Hansen and Lunde 2005].
3This point is not so inconsequential as appears at first glance: anecdotically, it occurred more
than once to the authors to implement a model proposed in a paper that worked quite well on the
train–test split used in the paper, but would fail disgracefully when tested on any other period:
this can be seen as in instance of the so-called dataset selection bias.
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Fig. 1. Illustration of sequential validation. A model is retrained at regular intervals, each
time tested on a small subset of data that immediately follows (in temporal order) the end of the
training set. At each iteration, the test data from the previous iteration is added to the training
set.

et al. 2001], its use is appropriate when the elements of a dataset cannot be per-
muted freely, such as is the case in sequential learning tasks. One can intuitively
understand the procedure from the illustration in Fig. 1. One trains an initial
model from a starting subset Train(0) of the data,4 which is tested out-of-sample
on a data subset Test(0) immediately following the end of the training set. This test
set is then added to the training set for the next iteration, a new model is trained
and tested on a subsequent test set, and so forth. As the figure shows, at the end
of the procedure, one obtains out-of-sample test results for a large fraction of the
original data set, all the while always testing with a model trained on “relatively
recent data”.

Stock and Watson [1999] use this technique in an economic forecasting context,
calling it a“simulated out-of-sample forecasting methodology”. They note that“this
methodology provides a degree of protection against overfitting and detects model
instability.”

One sees immediately that, as opposed to a single “train–test” split, sequential
validation is not only a very effective way of making the most of limited (temporal)
data; it also provides an approach to deal with what we can call—informally—“slow”
non-stationarities, i.e. progressive changes in the underlying generating process
distribution.5 It also applies, contrarily to cross-validation, to contexts where a
single unbroken sequence of decisions must be maintained.

4“Starting” is meant in the temporal sense.
5If such non-stationarities are suspected, one should ensure that the training set remains of limited
size—discarding old data—as the sequential validation proceeds, so as to at least ensure that
distributionally different data eventually leaves the training set.
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Fig. 2. Elementary composition of
function approximators f1(·, θ1) and
f2(·, θ2). The input vector is x; θ1 and
θ2 represent learned parameter vectors.

1.1 Challenges with Sequential Validation

As shown in Fig. 1, sequential validation entails repeated interleaved steps of train-
ing and testing. When dealing with complex networks of composed learning al-
gorithms, the training step itself involves the creation of a training set for each
adaptive element in the network. To see how this may arise, consider the very
simple composition of two function approximators, f1(·, θ1) and f2(·, θ2), shown in
Fig. 2. To unify notation, we shall denote by T j

i and Uj
i respectively the training

and test sets used for learner j at iteration i of sequential validation. Within a sin-
gle iteration i of sequential validation, this network of two elements can be trained
according to the following steps:

(1) Construct the training set T 1
i for f1

(2) Train f1 on T 1
i to obtain θ1

i

(3) Construct the training set T 2
i for f2 by computing the outputs of f1(·, θ1

i ) on
the examples within T 1

i ; this is the key compositional step for training6

(4) Train f2 on T 2
i to obtain θ2

i

Across consecutive iterations of sequential validation, one can clearly anticipate
some computational savings: for instance, the training set T 1

i+1 has grown from T 1
i

only by adjoining the elements in the corresponding iteration-i test U1
i ; it does not

need to be reconstructed from scratch. For T 2
i+1, the situation is more unfortunate:

in ordinary circumstances, no such shortcut exists for obtaining it from T 2
i : since

the behavior of f1(·, θ1
i ) must be assumed to differ arbitrarily from that of f1(·, θ1

i+1)
due to the difference in parameter vectors, the training set T 2

i+1 would not generally
be a strict expansion of T 2

i —one needs to carry out step 3 in the above procedure
in its entirety with the new θ1

i+1 to construct T 2
i+1. However, all is not lost: suppose

that f1 is non-adaptive and carries out fixed preprocessing; this implies that T 2
i+1

becomes, in this case, a strict expansion of T 2
i and can be computed incrementally.

One might wonder why we appear to belabor this training-set incrementality
issue. It turns out that for complex real-life networks constituted of a large number
of arbitrarily-composed elements, the training-set construction steps may represent
a significant fraction of the total running time of a simulation, particularly when
frequent retrainings are requested in the sequential validation.7 In addition, several

6Note that this step only provides the input portion for T 2
i ; the targets (desired outputs) need

to be specified separately. In most applications of concern to us, this should not constitute a
difficulty. For instance, if f2 is to act as a predictor of asset returns, the target returns can be
computed independently.
7This would arise when the learning algorithms themselves exhibit linear time complexity with
respect to the length T of the training set; since training set construction is O(T ), its time
complexity is on the same order of magnitude as the learning part per se.
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learning algorithms can operate much more efficiently when given an “incremental”
training set, such as the so-called recursive estimators for linear regrssion [Greene
2002].

Furthermore, in practical applications, one may wish to compose, not two or
three elements, but several dozens—even hundreds—of them; where an illustra-
tion, depicted in Fig. 3, is further studied in §6/p. 23. In these cases, it becomes
immensely time-consuming and error-prone for a human to identify by hand which
elements can have their training set computed incrementally (from one iteration
of sequential validation to the next), and which ones require full computation. To
compound the difficulty, as we shall show below, it is sometimes not possible with
economic time-series data to make this choice statically by just examining the
graph of interconnections between elements; it may occur that the “status” of an
element (namely, whether its training set admits incremental updates or must be
reconstructed from scratch) changes along the simulation.

1.2 Goals and Organization of this Paper

Although most of the research in machine learning has concentrated on develop-
ing individual algorithms and establishing their theoretical properties, somewhat
less attention has been paid to the engineering issues that surround the systematic
composition of learning sytems.8 In practice, as illustrated above, complex learning
systems are composed of a large number of individual learning components; most
often, the interconnections between those components is handled in an ad hoc fash-
ion by the engineer, guided by the problem at hand. This approach tends to be
laborious, brittle, and hard to scale.

This paper introduces a systematic procedure that is both correct and efficient
for the creation of training sets when dealing with complex networks of processing
elements, some of which are adaptive (i.e. learning algorithms), and whose per-
formance is evaluated in a sequential validation framework, repeatedly interleaving
training and testing.

The paper is organized as follows. In section 2, we explain specific issues in
sequential learning (particularly when dealing with economic time-series data) that
make out-of-sample performance evaluation somewhat of a challenge. In section 3
we introduce relevant notation as well as formally defining the learning and sequen-
tial-validation framework that we shall be assuming. Section 4 introduces general
algorithms for the creation and update of training sets in a temporal simulation
involving learning algorithms. We continue in section 5 with a domain analysis
aimed at contrasting alternative architectures and underscoring the necessity of
the proposed approach in order to realize all desired composition scenarios. We
conclude (section 6) with a case study of a practical deployment of the algorithms
herein introduced in the context of investment fund management.

8These issues are quite different from those tackled by meta-algorithms such as bagging [Breiman
1994] and boosting [Freund and Schapire 1996], which are concerned with specific compositional
forms to derive new learning algorithms with precise properties. Our concerns are somewhat
related to those faced by stacking [Wolpert 1992]; we discuss this point in the proceeds.
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Fig. 3. Example of complex composition of learning algorithms required by a financial decision-
making application (outlined in §6/p. 23) The top row represents external inputs and each lower-
level circle represents a complete learning algorithm; the arrows represent the functional data flow.
The loops labeled with an L represent time-lagged connections.

2. CORRECTNESS ISSUES IN SEQUENTIAL LEARNING

Since our main focus is on financial decision-making, we are seeking an experimental
framework that is as close as possible to the situation faced by an actual economic
agent who must make decisions in real time. In particular, even though typical
simulations involve the use of large amounts of historical data, we rely on an exper-
imental methodology that seeks to avoid data snooping biases [Lo and MacKinlay
1990; White 2000] to the greatest possible extent.

One simple but common cause of error when evaluating forecasting or decision
models within a standard out-of-sample setting is to mistakenly use data from the
future when constructing a model for a given day (assuming an ongoing simulation).
This tends to yield an optimistically-biased estimate of future performance, since
ACM Journal Name, Vol. V, No. N, Month 20YY.
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Input Time0 1 2 3 4 5 6 7 8 9 10 11

Output Time
0 1 2 3 4 5 6 7 8 9 10 11

Start of test set

End of training set

Fig. 4. Illustration of forecasting at horizon h; in a train–test setting, the last h observations in
the training set must be discarded since their corresponding target lies “in the future” (in the test
set).

the knowledge of future outcomes obviously is of great help when trying to make a
forecast of those outcomes.

This situation is illustrated in Fig. 4, wherein forecasting at horizon h = 3 is
attempted. Because of the horizon, we are capable of evaluating the quality of a
decision made at time t only at time t+3 (on the figure). At the boundary between
the training and test sets, we have h training examples for which we are never
“legally” capable of measuring performance, since the target information is part of
the test set. These elements must be discarded from the training set in order to
arrive at a causal estimation of performance, for otherwise targets for the last h
examples in the training set would overlap with the test set, yielding the optimistic
performance estimation bias.

2.1 Economic Data

Causality implies that we treat macroeconomic data with particular care when per-
forming historical simulations. Clements and Hendry [1999] note that such data
series “may be inaccurate, prone to revision, and are often provided after a non-
negligible delay.” Contrarily to an oversimplified textbook picture where macroe-
conomic data series are provided and static, the reality is cloudier: most series9 are
updated post hoc through a process of successive revisions. Upon releasing a new
value for most of the significant economic indicators, the past value (generally that
of the previous month) is revised as well. It may happen that revisions go further
in the past, as the example of Fig. 5 illustrates.

It is unfortunate that most data providers only provide the last published
revision as the “true value” of a series; this obscures the real nature of the impact
of economic news releases on the financial markets. To understand this impact,
it is useful to recall that most economic variables of importance are tracked by a
number of analysts who make forecasts as to their outcome; the average value of
these forecasts is called the consensus estimate for a variable. When new data is

9At least in the United States and Canada.
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Fig. 5. Example of post hoc revisions to macroeconomic time-series. U.S. non-farm payroll differ-
ence between February and March 1998, first published on April 4th 1998, along with the most
recent concensus estimate before the release date (on April 3rd 1998). The plot shows that sig-
nificant revisions are made to the data up to several years after its initial release. Data provided
by the Federal Reserve Bank of St. Louis.

released regarding a variable, it is often argued by practitioners that the following
quantities have the greatest market impact:10

—The difference between the actual value and the most recent consensus estimate
(the so-called surprise).

—The difference between the actual value and the last available revision of the
previous time-step (e.g. month) value.

Some academic studies lend credibility to this view, particularly regarding its con-
sequences on market volatility [Hautsch and Hess 2002; Hess 2001]. This “market
reaction hypothesis” implies that revisions to a series value are, to a first approx-
imation, ignored by the market.11 It also suggests that carrying out simulations
using the commonly-available historical macroeconomic data may introduce hard-
to-quantify noise, especially when the revised values are of a different sign than the
originally-published values, when compared against the consensus estimates.12 In
all cases, when one cares about the causality of simulations, it is incorrect to
use such revised data: the revisions (namely, the most recent series values) would
not have been available to a decision-maker acting in real time, thence should not
be used.

Luckily, it is now becoming possible to have access to so-called “vintage data,”
containing the history of all revisions released about a series.13 Availability of this

10In the sense of introducing local volatility.
11To a large extent, this can be explained by the fact that when a revision is issued at a later
date, its impact is submerged by that of the most recent series values. For instance, if a revision
is issued in May for the March employment, its impact is overshadowed by the first release of the
April employment figures.
12It further suggests that models that use macroeconomic variables as inputs should include
consensus estimates as well.
13For instance, in the United States, the Federal Reserve Bank of St. Louis now makes vintage
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data enables us to conceive of historically-accurate simulations of decision-making
processes. Nevertheless, practical complications quickly come to light, especially in
areas of database management and learning algorithms.

2.2 Vintage Data and Database Management Issues

The most obvious is related to database management issues: a “vintage series” can
no longer be considered a single time series, but really is a collection of such series,
one for the view of the past that was in effect on each given day.14 One common
manner of handling this data is through a two-date convention, wherein all financial
time-series observations are recorded using two dates instead of one:

—The observation date records the nominal date for which the observation
is about. For example, the unemployment rate for September 2007 would be
recorded with an observation date of (say) 30 September 2007, regardless of the
date at which revisions are published.

—The publication date records the moment at which the information becomes
available. For historical time-series data, this date comes after (or precisely on)
the observation date.

To give a concrete example, suppose that the unemployment rate for September
2007 is first released on 15 October 2007, then subject to two monthly revisions.
The observation and publication dates would be recorded as follows in the database:

Observation Date Publication Date
30 September 2007 15 October 2007
30 September 2007 15 November 2007
30 September 2007 15 December 2007

2.3 Vintage Data and Learning Algorithm Issues

The introduction of post hoc revisions to time-series data presents a further obstacle
in the context of sequential validation: when computing, for instance, the difference
between a variable and its consensus, we want this difference to be taken using
first-published series values—which remain constant throughout the simulation.
In contrast, when using a variable as a level (also known as stock variables, we
rather want to use most-recently-published (at the time of making the simulated
decision) series values. The crucial difference is that, in the latter case, the “view
of the past” regarding a series may change: this occurs when the simulation crosses
a date where a new revision was published about a previous observation date.

In particular, training sets that could have been constructed incrementally in a
sequential validation framework (§1.1/p. 4) may have to be mended more deeply
to accomodate history revisions that could affect some series. This might require
relinquishing incrementality of training-set updates in situations where it would
otherwise have been feasible. Additionally, opportunities for incrementality now be-
comes data-dependent : contingent on whether and when a series is revised, training
sets that depend on that series may be able to benefit from incremental updates.

series available; they are what allowed us to plot Fig. 5 the first place.
14Although we focus on time series of historical data, the same constructions could manifestly be
conceived for series of forecasts of future events.
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Still, context-specific realities and optimizations mitigate this unpropitious out-
look. In particular, because this process of history revision affects only macroeco-
nomic series, which are generally published monthly, we maintain hopes of preserv-
ing a certain level of computational efficiency (and we assume that most reason-
able simulations with financial data are at a daily or higher frequency). Further-
more, higher-frequency data (including prices) remain largely unaffected by this
phenomenon.15 Finally, we introduce below an optimization that efficiently deals
with the scenario of revisions that are made in the last simulated time-step.

3. LEARNING FRAMEWORK AND NOTATION

We now formalize the learning concepts that we shall be using. We assume a
discrete-time framework, t ∈ N, where a single time period (e.g. a day or a month)
elapses between times t and t+1. We further assume that T time steps of data are
available, numbered from 0 to T − 1.

3.1 Learning

We define learning primitives that are useful for controlling dynamical systems,
wherein a temporal dimension is significant. Sequential validation, as introduced
below, makes use of those primitives. Operationally, as depicted in Fig. 6, we can
view the learning system as making a decision at each time-step as the result of an
output computation function that yields an output yt given a current input xt, state
ξt and parameter vector θ (explained next). The state is a summary of the decisions
that have been made in the previous time-steps and that are relevant for making
the current decision. For example, the state may specify the location of an agent
in a gridworld, or the currently-held assets in a portfolio management task. More
generally, the state constrains the set of admissible outputs (actions) in the current
time-step.16 The state evolves according to a state-transition function, accepting
the current output yt in addition to the same inputs as the output computation
function. A particular sequence 〈xt, yt, ξt〉T−1

t=0 of inputs-outputs-states is called a
trajectory.

Finally, the learner’s behavior is assumed to be governed by a set of adjustable
parameters that are contained in the parameter vector θ. These are obtained as
the result of a batch training function, which yields θ given a training set. Note
that training, in this framework, is independent of any given trajectory and can
be thought of as operating on a different level: it is both possible for the same
parameters to be applied to many different trajectories (for instance, in a Monte
Carlo simulation context), or for the parameters to change in the middle of a single
trajectory (as illustrated in Fig. 6). The latter would typically occur in a sequential
validation scenario.

The following definition makes those concepts more precise.

Definition 1. A temporal learning algorithm is a quadruple 〈f, g, h, ξ0〉
where

15Although, as this is written in 2008, some providers of commodity futures data only make daily
trading volume and open interest available with a 24-hour delay.
16It is sometimes assumed that the state is a finite-dimensional vector; we shall need no such
assumption about the representation of the state object in the current definition.

ACM Journal Name, Vol. V, No. N, Month 20YY.



Training Graphs of Learning Modules for Sequential Data · 11

f(x0,θ,ξ0)

x0

ξ0

g(x0,y0,θ,ξ0)

ξ1y0

f(x1,θ,ξ1)

x1

g(x1,y1,θ,ξ1)

ξ2y1

f(x2,θ,ξ2)

x2

g(x2,y2,θ,ξ2)

ξ3y2

f(x3,θ′,ξ3)

x3

g(x3,y3,θ′,ξ3)

ξ4y3

f(x4,θ′,ξ4)

x4

g(x4,y4,θ′,ξ4)
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Fig. 6. Illustration of the framework that is assumed for temporal learning. As outlined in the
text, f(x, θ, ξ) is an output-computation function, given current inputs x, state ξ and learned
parameters θ; g(x, y, θ, ξ) is the state-transition function, and h(TrainSet) ; θ carries out time-
independent batch training, yielding the parameter vector. Also shown is the fact that batch
training can be arbitrarily interleaved with output computations and state transitions (h called
with a new training set, TrainSet ′).

Output Computation. f : X ×Θ×Ξ 7→ Y is a function that given a set of inputs
x ∈ X , a set of parameters θ ∈ Θ and a current state ξt ∈ Ξ computes a set of
outputs y ∈ Y.17

State Transition. g : X ×Y ×Θ×Ξ 7→ Ξ is a function that given a set of inputs
x ∈ X , previously-computed outputs y ∈ Y, a set of parameters θ ∈ Θ and a state
ξt ∈ Ξ at time t ≥ 0 computes a state for the next time-step ξt+1. State transitions
are deterministic with respect to ξ (which may represent a probability distribution,
as we shall see below).18

Training. h : X ` × Y` 7→ B × Θ is a function that given ` input-target pairs
returns a set of parameters θ ∈ Θ as well as an indicator non-trivial ∈ B =
{true, false} if the training has been “non-trivial”, namely that functions f and g
can be assumed to behave differently with the new set of parameters.

Initial State. ξ0 ∈ Ξ is an initial state from which output computation and state
transition operations can be started.

Note that we assume that an initial training is performed before the output
computation and state transition functions can be used for the first time.

17The precise spaces in which these quantities lie is unimportant, but for our purposes it will be
enough to assume they are sets of named vectors of reals, for instance X 3 x = {〈namei, xi〉} with
namei some learner-dependent identifiers and xi ∈ Rni for some integer ni. This representation
is both more powerful and convenient than the traditional fixed-dimensional vector provided as
input to a learning algorithm, for the input to a learner can generically be specified as the set
union of the outputs of the learners on which it depends, without necessitating the introduction
of arbitrary concatenation rules.
18For notational simplicity, we assume that the state space Ξ is time-invariant, but this is not
strictly required for the rest of the exposition.

ACM Journal Name, Vol. V, No. N, Month 20YY.



12 · N. Chapados and Y. Bengio

v0

u0

v1

u1

v2

u2

v3

u3

v4

u4

v5

u5

Fig. 7. Generative view of the Kalman filter as a graphical model.

3.1.1 Example: The Kalman Filter. To illustrate the generality of the above
framework, we briefly consider how the well-known Kalman filter ([Kalman 1960];
see, e.g., Kailath et al. [2000] for an introduction) can be expressed in terms of
the above primitives. A probabilistic graphical model view of the dynamical sys-
tem assumed by the filter is given in Fig. 7 [Roweis and Ghahramani 1999]. The
(uncontrolled) dynamics of the system are

ut = Atut−1 + wt, t > 0 (1)
vt = Htut + zt, t ≥ 0 (2)

with

wt
iid∼ N (0,Qt), zt

iid∼ N (0,Rt), u0 ∼ N (µ0,Γ0)

and ut,wt ∈ Rm,At,Qt ∈ Rm×m,vt, zt ∈ Rn, Ht ∈ Rn×m and Rt ∈ Rn×n. The
notation N (µ,Σ) represents a normally-distributed random variable with mean µ
and covariance matrix Σ.

In this system, ut represents the state at time t and is assumed to be hidden (un-
observed).19 It must be inferred from a sequence of observations (measurements)
vt. From the initial conditions and system equations, and assuming known values
for At,Qt,Ht and Rt, Kalman derived recursive equations for computing the dis-
tribution of the sequence of hidden states given a sequence of observations. The
distribution of the initial state u0 is assumed to be normal with given mean µ0 and
covariance matrix Γ0.

We shall be concerned with the filtering (or tracking) view, wherein given an
observation sequence that extends until current time t and a state distribution
estimate for ut−1 at time t− 1 we seek to infer the state distribution at time t.20

To express the Kalman filter in the temporal learning framework, we shall pose
the following equivalencies:

19It should be noted that “state” is used with a different meaning in discussing the Kalman filter
than is used in def. 1: in the first case, the state is a single vector ∈ Rm (and follows a normal
distribution under the Kalman filter assumptions); in contrast, the notion of state for def. 1 is
an abstract object that encompasses arbitrary sufficient statistics about the past. In the present
section, the use of “state” by itself refers to the Kalman state; when talking about state in the
sense of def. 1, we shall use “learner state”.
20This is different from the smoothing view wherein one is given a priori the complete obser-
vation sequence from 0 to T , from which one may infer the most likely state trajectory. However,
smoothing is an acausal operation that requires knowing about the future, which we shall not
further consider.
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—The temporal-learning set of parameters θ is made up of the Kalman state-
transition matrices, observation matrices, and initial state distribution, respec-
tively A, Q, H, R, µ0 and Γ0. Note that although the transition and observation
equations (1)–(2) support time-varying parameters, we shall assume that they do
not vary in order to make learning tractable.

—The learner state at time t is made up of the predicted mean and covariance
matrix of the Kalman state for time t given information until time t− 1, respec-
tively written as µ̂t|t−1 and Γ̂t|t−1. Since eq. (1) and (2) are linear and the initial
Kalman state u0 is assumed to be normally-distributed, the Kalman state for
all subsequent time-steps will also be normally-distributed, and it is sufficient to
keep track of only the current mean and covariance matrix. This implies that
the learner state consists of just these two quantities.

—The temporal-learning input is an observation vector vt provided to the Kalman
filter. Note that what is termed“input”here is really an“output”of the generative
model (2); however, from the learner standpoint, these observations are the inputs
required for inference. The Kalman filter can also be augmented to cover the
controlled case, wherein an exogenous control variable is used to alter the state
dynamics (1); in this case, the control variable would also be provided as part of
the learner inputs.

—The temporal-learning output is a corrected mean and covariance matrix of the
Kalman state, that incorporates the information given by the observation vector
vt. These are written as µ̂t|t and Γ̂t|t.

From these equivalencies, the temporal-learning operations are defined as follows:

Initial State. Consists of µ0 and Γ0 obtained by a previous call to the training
procedure.

Output Computation. Correct the state µ̂t|t−1 and Γ̂t|t−1 to take into account
the time-t observation vt. Start by computing the residual between the observation
and its expected value under the predictive distribution

ẑt = vt −Hµ̂t|t−1

whose covariance matrix is given by

St = HΓ̂t|t−1H′ + R

yielding the so-called Kalman gain factor

Kt = Γ̂t|t−1HS−1
t .

The updated estimators for the state mean and covariance matrix are seen as cor-
rections to the previous estimators, and given by

µ̂t|t = µ̂t|t−1 + Ktẑt

and

Γ̂t|t = (I −KtH)Γ̂t|t−1,

with I the identity matrix. The last two quantities constitute the output of the
learner at time t.
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State Transition. Compute the next state as a linear forecast implied from the
state-transition equation (1), the result of the current output (corrected mean µ̂t|t

and covariance matrix Γ̂t|t),

µ̂t+1|t = Aµ̂t|t (3)

Γ̂t+1|t = AΓt|tA′ + Q (4)

Training. Model parameters A, Q, H, R, µ0 and Γ0 can be estimated by
the Expectation-Maximization algorithm [Dempster et al. 1977; Neal and Hinton
1998] to maximize the likelihood of sequences of observations within a training set.
Derivations of the EM reestimation equations specific to the Kalman filter are given
by Shumway and Stoffer [1982] and Ghahramani and Hinton [1996].

3.1.2 Additional Remarks. Some additional remarks are in order regarding the
definition of a temporal learning algorithm:

I Training versus State Variables : Training does not involve any state variable; in
other words, training, as defined above, occurs in “batch mode”, independently of
any current test trajectory. Philosophically, we can consider that training defines
the identity of a learner (in general), whereas states govern its behavior in a particu-
lar context. The prototypical example of such a learner is the previously-introduced
Kalman Filter, wherein transition matrices are estimated by maximum likehood
from a large historical dataset during training, but filtering for a particular trajec-
tory is performed by the combination of output-computation and state-transition
functions.21

I Pure Preprocessing or Online Learning : We allow Θ to be the empty set ∅. This
is useful to allow non-adaptive elements in a temporal learning network, namely
fixed processing elements or strictly online learning modules [Saad 1999], for which
all learned parameters occur as state variables. This special case is recognized and
optimized for by the algorithms introduced in §4/p. 15.

I Input Data Representation : Raw data can be represented as learners that do not
take any inputs,22 for which Θ = ∅, and that output “constant” results that depend
only on the current time step. History revisions can be effected by returning the
indicator non-trivial = true from the training function h when such revisions
occur; this notifies dependent learners that incrementality assumptions no longer
hold on their training sets. Note that in the current framework, history revisions are
relevant only during training time, which operates on the entire data history. (In
contrast, output computation time operates only on the incremental information
available for the new time-step.)

I Bayesian Estimation : The training function h can also encompass the Bayesian
case, wherein one does not estimate a single vector of parameters, but a posterior

21Also note that the separation between training and output computation/state transition implies
that the interpretation of the state variables is independent from the results of training.
22Besides the current and previous “end-of-training” dates, which can be viewed as meta-inputs.
As explained below, this lets the learner know that a history revision boundary has been crossed
in the sequential validation.
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probability distribution (given the training data) over the space of parameters. This
amounts to having a θ with a more complex structure, which our notation does
not prohibit. We would also assume that the prior distribution over parameters is
passed along with the training set. However, for simplicity, the rest of this paper
assumes the point-estimation case.

3.2 Temporal Learning Networks

As stressed in the introduction, typical learning algorithms do not occur in isolation;
we now define the graph structure that enables their composition.

Definition 2. A temporal learning network is a directed graph G = 〈V, E〉
where

Vertices. V = {vj} is a set of J temporal learners (elements that satisfy def. 1)
vj = 〈f j , gj , hj , ξj

0〉, j = 1, . . . , J ;
Edges. E is a set of triples 〈i, j, k〉, where vi, vj ∈ V represent a directed link

between learners vi (source) and vj (destination), and k ∈ N is a temporal lag on
the connection, as explained below.

Furthermore, we let E0
4
= {〈u, v, k〉 ∈ E : k = 0}, the set of lag-0 edges. The

subgraph G0 = 〈V, E0〉 must be acyclic. We assume, without loss of generality, that
the learners are numbered to satisfy the topological ordering, such that 〈i, j, 0〉 ∈
E0 =⇒ i < j.

The intent of this definition is to capture output–input connections between learn-
ers. A lag-0 edge 〈u, v, 0〉 represents the basic building block of functional composi-
tion: we assume that the output computed by learner u at time t serves as input to
learner v at the same time-step.23 Likewise, a lag-k edge 〈u, v, k〉, k > 0 represents
a delayed connection: the output of u at time t − k is used as the input of v at
time t. Clearly, in order to have well-defined propagation at time t, we require the
subgraph of lag-0 edges E0 to be acyclic such that an ordering exists in which to
perform the output-computation operations; this can be found by an elementary
topological sort algorithm [Cormen et al. 2001]. No such ordering is required for
higher-order lags. We will assume that a sentinel “missing value” ⊥ is returned
whenever a value for a time-step t < 0 is required.

4. ALGORITHMS

In this section, we present a set of algorithms to evaluate the performance of a
temporal learning network within the sequential validation framework, as well as
efficiently updating the training set of each learner.

The algorithms are introduced in several logical parts. First, the overall driver
of the simulation is the SequentialValidation procedure, which does not present any
technical difficulty. We then present the training-related procedures (Train and
UseOnTrain) and the output-computation and state-transition ones (ComputeOutput
and TransitionState). The latter procedures act as “wrappers” around the primitive

23If learner v receives multiple inputs, it is provided with the union of inputs coming from all
sources.
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Table I. Global variables assumed to persist between procedure calls

Variable Procedure(s) Meaning

ξ̂j
t SequentialValidation,

ComputeOutput,
TransitionState

Learner j state variable at time t for the test trajec-
tory

ξ̃j
t SequentialValidation,

Train, UseOnTrain
Learner j state variable at time t for the train tra-
jectory

θj Train, UseOnTrain,
ComputeOutput,
TransitionState

Learner j current parameters

Xj Train, UseOnTrain Learner j current training set

Y j Train, UseOnTrain Learner j outputs computed on the current training
set

xj
t ComputeOutput,

TransitionState
Learner j input variables at time t

yj
t ComputeOutput,

TransitionState
Learner j output variables at time t, for t ≥ 0; “miss-
ing value”⊥ for t < 0

functions f j , gj and hj for each learner j, introduced in §3.1/p. 10. For simplicity
of exposition, we assume a strict sequential validation framework, in particular that
we have a single time history which is used for creating both the training and test
sets.

4.1 Variables and Notation

Table I lists the global variables that are assumed to persist between procedure
calls. In a concrete implementation, it is straightforward to convert those to an
“object-oriented” arrangement.

Regarding notation, we assume we can take a time-t “slice” of a training set Xj

by writing Xj
t , which produces an element suitable for using as input to the output-

computation function f j . We further assume that we can row-wise construct such
a training set by assigning to each time-t slice separately, e.g. Yi ←− f(. . .).

4.2 Sequential Validation

The SequentialValidation procedure starts (lines 3 and 4) by initializing the state
variables corresponding to a train and a test trajectory. The need for two separate
trajectories arises from the necessity to call the output-computation functions f j

from two separate contexts: first, during the normal test step of sequential vali-
dation (see Fig. 1) to compute outputs on test inputs, and second after training
learner j to compute the outputs on train inputs (i.e. on the elements of the train-
ing sets), which is necessary for constructing the training set of any dependent
learner. As will be made clear below in the description of Train and UseOnTrain,
it is frequently necessary to reinitialize the training trajectory to time-step 0, but
the test trajectory should never be reinitialized during the execution of sequential
validation, since this would correspond to rewriting history (and would be an action
unavailable to a decision-maker).

Within the main loop of SequentialValidation (lines 8–13), output computation
(testing) occurs at every time-step while training is carried out according to a
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completely-independent, asynchronous, schedule passed as an argument to the pro-
cedure. The training-schedule is simply the set of time-steps on which training is
allowed to occur, where we assume that 0 ∈ training-schedule, so that outputs are
never computed on an untrained learner. At time t, the outputs are always com-
puted given the most recent parameter estimates, resulting from training at time
tprevious .24

Listing 1. Sequential Validation
1 def SequentialValidation(training-schedule):
2 # Initialize test (ξ̂) and train (ξ̃) trajectories
3 ξ̂j

0 ←− ξj
0, j = 1, . . . , J

4 ξ̃j
0 ←− ξj

0, j = 1, . . . , J
5 tprevious ←− −1
6

7 # Interleave training and testing
8 for t in 0, . . . , T − 1:
9 if t ∈ training-schedule:

10 Train(t, tprevious)
11 tprevious ←− t
12 ComputeOutput(t)
13 TransitionState(t)

4.3 Training

The Train procedure wraps individual learners’ training functions hj and keeps track
of a “dirtiness” status is-dirty j for each learner. This status determines whether the
associated UseOnTrain procedure is allowed to compute the learner’s outputs on the
training set incrementally or not. Train starts by considering each learner “clean”
(lines 2–3). Then, in the order given by the topological sort of the lag-0 edges in
E , it constructs the training set for learner j from the outputs on the training set
of learners connected to j through a lag-0 edge (line 7). For simplicity of notation,
this Train pseudocode does not handle delayed connections at the training level. If
training sets can be viewed as matrices, then this is easily handled through shifting
the inputs matrices Y i by an appropriate number of rows and introducing rows of
missing values as appropriate.

The results of the learner’s training function hj are used in two ways: First,
the indicator of whether the training was non-trivial is used to mark the learner
dirty if it was not already; a “dirty learner” then propagates its filth to its train-
time dependents (lines 13–15). This process is illustrated in Fig. 8. Finally, the

24With this arrangement, care must be taken when the learner parameters can be used to introduce
a scale transformation on some variables, which in turn are used as lagged inputs to other learners.
For example, suppose that learner 1 computes the principal components (PCA) of a set of input
variables, whose first-differences PCAt − PCAt−1 are used as inputs by learner 2. Assume that
a retraining occurs at time τ . If lagging is implemented “näıvely” by buffering the previous-time
outputs, at time τ the PCA difference would use PCAt computed with time-τ parameters, but
PCAt−1 computed in an altogether different space with time-τ̃ parameters, where τ̃ is the time
of the previous training.
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new parameters θj are used to compute the learner’s outputs on the training set
through UseOnTrain.

Listing 2. Training
1 def Train(t, tprevious):
2 for j in 1, . . . , J :
3 is-dirty j ←− false # Initially, everybody is clean
4

5 for j in 1, . . . , J :
6 # Create training set Xj

t for learner j
7 Xj ←−

⋃
〈i,j,0〉∈E Y i

8 # Carry out the training per se
9 〈non-trivialj ,θj〉 ←− hj(Xj)

10 # Dirty−up descendants if learner j is dirty
11 if non-trivialj :
12 is-dirty j ←− true

13 if is-dirty j :
14 for 〈j, ̃, 0〉 ∈ E :
15 is-dirty ̃ ←− true
16 # Finally compute outputs on training−set inputs
17 UseOnTrain(j, t, tprevious)

The UseOnTrain procedure is the heart of the compositional step. It allows the
training set of a learner to be created from the results of training a predecessor j,
by computing the outputs of learner j on each row of its training set. Two scenarios
need to be considered:

(1) If the learner is marked “dirty” (resulting from non-trivial training or changes
to the training set), the train-time state variables ξ̃j

0 need to be reinitialized
(line 4) in order to start computing the outputs from the first element of the
training set. Then a sequence of output computations (f) and state transitions
(g) are performed for each element of the training set, until the last time-step
t (lines 5–7).

(2) If, on the other hand, the learner has remained “non-dirty” after its previous
training, the training outputs can be computed incrementally from the previous
results of UseOnTrain, where the starting time-step tprevious is passed as an
argument. This loop is very similar to the previous one, but does not involve
reinitializing the train-time state variables (lines 9–11).

Listing 3. Training Output Computation
1 def UseOnTrain(j, t, tprevious):
2 # If learner is dirty, start a new trajectory
3 if is-dirty j :
4 ξ̃j

0 ←− ξj
0

5 for τ in 0, . . . , t:
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Fig. 8. Left: Example of a directed acyclic graph of composed learning modules. Right: Illustra-
tion of how the “dirty” status of a learner propagates to its descendants during training. As soon
as a learner (here Learner 5) exhibits non-trivial retraining or its historical input data underwent
revisions, its outputs on the training set must be recomputed anew, indicated by the darker shade.
This applies recursively to all learners that directly or indirectly depend upon it.

6 Y j
τ ←− f j(Xj

τ ,θj , ξ̃j
τ )

7 ξ̃j
τ+1 ←− gj(Xj

τ , Y j
τ ,θj , ξ̃j

τ )
8 else:
9 for τ in tprevious + 1, . . . , t:

10 Y j
τ ←− f j(Xj

τ ,θj , ξ̃j
τ )

11 ξ̃j
τ+1 ←− gj(Xj

τ , Y j
τ ,θj , ξ̃j

τ )

4.4 Output Computation

The ComputeOutput procedure traverses each learner j in the order given by the
topological sort of the lag-0 edges in E . For each, it constructs the inputs xj

t

for the learner from the outputs yi
t′ of its “predecessors” in E , whose existence

the topological sort guarantees for lag-0 dependencies, and the top-level sequential
validation loop likewise guarantees for lag-k dependencies, k > 0. As mentioned
previously, we assume that an output yi

t for t < 0 maps to a missing value default.

Listing 4. Output Computation
1 def ComputeOutput(t):
2 for j in 1, . . . , J :
3 # Construct the input xj

t for learner j

4 xj
t ←−

⋃
〈i,j,τ〉∈E yj

t−τ

5 # Compute output for learner j given input xj
t
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6 yj
t ←− f j(xj

t ,θ
j , ξ̂j

t )

Finally, the TransitionState procedure steps the state variables of each learner
forward, given the current inputs and outputs.

Listing 5. State Transition
1 def TransitionState(t):
2 for j in 1, . . . , J :
3 ξ̂j

t+1 ←− gj(xj
t , y

j
t ,θ

j , ξ̂j
t )

4.5 Refinements

At the expense of some increased complexity, the practical efficiency of these al-
gorithms can be improved (albeit not their asymptotic time complexity). In par-
ticular, the UseOnTrain procedure may benefit from the following improvement:
a more sophisticated specification of the training function h would report on not
only whether training has been non-trivial, but also from where in the past the
newly-trained learner would want to revise its outputs. If a complete history of
the training state ξ̃j

τ is kept along the training set, this allows us to avoid resetting
the state to zero when a “non-trivial training” has occurred (line 4 of UseOnTrain);
instead we can only go back to the time of the furthest revision.

A lesser benefit can be had at no space cost in the case of history revisions
occurring at the last time-step of a given training set. It comes from the recognition
that the very last state-transition in the UseOnTrain loops of lines 5–7 and 9–11
(for τ = t) can be delayed until the start of the next UseOnTrain call without
changing behavior. (A casual perusal of this function reveals this transformation
leaves unchanged the overall ordering of the calls to the underlying f j and gj

functions.) Delaying this state-transition opens up the option of entirely omitting
the transition should it be found unnecessary. Consider, within a current call to
UseOnTrain, a history revision that is anticipated to occur in the very last time-
step of the training set (currently at time t, which would become time tprevious in the
next call to UseOnTrain). If such a revision indeed occurs, UseOnTrain can handle
it by starting the loop of line 9 at time tprevious (instead of tprevious + 1), overwriting
the previously-computed outputs with those computed from the revised inputs. If
no revision occurs, UseOnTrain simply computes the missing state-transition for
τ = previous before starting loop 9–11.

Although this special case seems rather far-fetched, we remark that it corresponds
to the real-world situation of a simulation with monthly data, with the common
case of macro-economic series subject to last-month revisions.

We briefly mention two further obvious improvements: since UseOnTrain is only
required to be called on a learner to prepare the training set for its children in
E , this call is evidently not required for leaf learners, and may be omitted. In
addition, the overall partitioning of the learning problem along a graph structure
naturally lends itself to a parallel implementation for regions of the graph that show
no dependencies.
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5. DOMAIN ANALYSIS

The definition of temporal learning algorithm introduced in §3.1/p. 10 lends itself
will to composition through network structures. In this section we present a short
domain analysis to better understand why these structures are necessary over the
arguably simpler hierarchical (tree-like) alternatives for a number of useful machine
learning problems.

5.1 Hierarchical Designs

In a hierarchical composition of “learning modules”, a single learner owns a set of
“sublearners” which can be used for performing auxiliary work. The training and
output computation functions of a learner are trivially defined as first recursively
calling the corresponding function of each sublearner, and then carrying out any
required additional work. As to the state representation in the case of dynamic
models, two possibilities arise:

—Each learner can contain its own state25, which is directly controlled (e.g. reset
to an initial starting point) by an interface provided by the learner. However, this
type of interface, by almost completely abstracting away the state representation,
makes it unduly difficult to operate the learner along multiple parallel trajectories.
In a compositional context, this is always necessary in order to compute the fitted
values on the training set in order to construct the input needed by a subsequent
learner. In a simulation context, Monte Carlo trials require a large number of
separate states.

—Each learner can be passed a state vector at output-computation time; this vector
contains both the state required by the learner itself, but also the concatenation
of state vectors required by sublearners. This arrangement poses two difficulties:
first it requires the state of the sublearners to be of a known fixed size; second,
and this is a general problem with hierarchical composition, it does not allow the
work done by a learner to be shared by others. This second situation is detailed
next.

5.2 Network Designs

A general problem with an hierarchical decomposition of learners is that it is im-
possible to factor out computations that would be required by two separate learn-
ers. This operation requires a more general graph representation. Directed acyclic
graphs are sufficient for a large number of causal time-series forecasting and tem-
poral decision-making tasks, as the following cases illustrate:

I Chain Graphs : Chain graphs correspond to a normal processing
pipeline, starting with input variable preprocessing (including, for in-
stance, dimentionality reduction), followed by a traditional learning
stage, and postprocessing. They also encompass the case of stacking
[Wolpert 1992], wherein a cascade of learners correct previous ones’
errors.

25A has-a relationship in object-oriented parlance; see, e.g., [2007].
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I Fan Out : This corresponds to factored-out computa-
tions, such as the use of a common covariance matrix in
otherwise-parallel tasks.

I Fan In : This corresponds to the combination of several
previously-computed results; in machine learning, clas-
sic examples are mixture of experts [Jordan and Jacobs
1994] and bagging [Breiman 1994]. In a financial setting,
one can view the mean-variance optimization step of a portfolio selection problem
[Markowitz 1959] as a graph of this type, wherein expected returns and covariances
are first estimated (along with additional inputs such as market equilibrium weights
and investment views if one is following a more robust methodology such as Black-
Litterman allocation [Black and Litterman 1992; Fabozzi et al. 2007]), followed by
their combination in the optimization step per se.

I Lattices : More complex lattices arise naturally in the
context of hyper-mixtures. These are a generalization of
mixture models that occur when one is performing se-
quential hyperparameter optimization. Consider an expo-
nentiated gradient mixture (Herbster and Warmuth 1998;
financial applications are considered in Helmbold et al.
1998) that combines, through weighted averaging, the outputs of a set of base mod-
els (which are represented as the top layer in the illustration). At time-step t,
the mixture associates a weight wt,i to model i. The weights are adapted at each
time-step according to an error criterion aiming at putting more importance on
the recently better-performing models. This adaptation is subject to a set of hy-
perparameters Θ controlling, for instance, the adaptation speed and the maximum
weight that can be put on a single model. The problem is that one does not know a
priori what are good settings for these hyperparameters. In the spirit of sequential
validation, a solution is to run a number of such mixtures in parallel (depicted as
the middle layer in the illustration), each with its own hyperparameters Θj , and
have the hyper-mixture (bottom node in the illustration) select the best one on the
basis of the past performance of each mixture.26

In order to avoid repeated computation, it is desirable to let the base models
be shared among the mixtures, each one then performing its own independent
weighting. At time t, this yields the following sequence of computations:

(1) The set of base models {i} compute their outputs.
(2) The individual mixtures, each with adaptation hyperparameters Θj , combine

these outputs according to weights wj
t,i; the mixtures independently update

their weights.
(3) The hyper-mixture selects the best mixture at time t according to the recent

performance of each mixture.

26One may argue that this does not completely solve the problem since the time horizon over which
the performance is evaluated at the hyper-mixture level is itself an hyperparameter; in practice,
this hyperparameter is much easier to choose “reasonably” according to the characteristics of the
problem than those at the mixture level.

ACM Journal Name, Vol. V, No. N, Month 20YY.



Training Graphs of Learning Modules for Sequential Data · 23

It should be emphasized that time-delays (i.e. using as input a result that was
computed in a previous time-step) do not introduce an ordering dependency in the
directed acyclic graph; they simply correspond to buffering operations that must
be carried out during propagation.

5.2.1 State Representation. In §5.1/p. 21 we examined why state containment
and simple aggregation are inappropriate for a variety of sensible use-cases. The
solution to state representation is to designate a state-holder object which associates
a learner reference to an arbitrary state for the learner; each learner uses the state-
holder object to find its own state. It is the state-holder object, and not individual
state objects, that is communicated among learners within the compositional steps
of §4/p. 15.

5.3 Why Separate Training and Output Computation?

A sequential learning setting is often associated with online learning [Saad 1999],
in which model parameters are adapted contemporaneously with the computation
of outputs, as examples are presented to the learner. As such, it can be asked why
the framework introduced in §3/p. 10 distinguishes between training and output
computation. Our prototype example for answering this question is to consider the
Kalman Filter considered in §3.1.1/p. 12, which has both parameters and dynamic
state. The output function determines the model output given its state, and the
state-transition function determines the next state from the current one. The train-
ing procedure corresponds to the estimation of parameters necessary for both the
output and state-transition functions.

In this framework, training operations correspond to batch training : given a com-
plete past history, we can use it all (without cheating or necessarily taking tempo-
rality into account) to update the model parameters. These should be considered
offline (time-invariant) parameters, independent of the current state. Furthermore,
the training set needs not correspond to a single time history; several histories (ei-
ther generated by a random process, or corresponding to several parallel histories
of real data, e.g. many historical stock price histories) may be combined into a
single training set, with the resulting maximum likelihood estimation remaining
well defined.

In contrast, in the traditional online learning context, parameters are updated
at each time-step within a trajectory as a new example is received. This is easily
accomodated in the framework of §3/p. 10 by considering the (online) parameters
to be part of the state vector. In this context the state transition equation may be
viewed as forming the learning step. Batch training is simply omitted in this case.

6. CASE STUDY

In this final section, we review the implementation of a complex financial decision-
making system making use of the composition primitives introduced previously.
This system is designed to automate the trading a portfolio of commodity futures
(see Hull [2005] for an introduction), and relies on a number of learning algorithms
at various points in the process of turning raw data into actionable portfolion rec-
ommendations.
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6.1 Existing Systems

The majority of Commodity Trading Advisors (CTAs) and automated trading sys-
tems use active methodologies, of which trend following in one fashion or another
is especially prevalent [Fung and Hsieh 2001; Spurgin 1999]; these methods rely on
the postulate that past price movements are good predictors of future ones. This is
in part motivated by theoretical findings that document the evidence of abnormal
returns from momentum strategies in commodities after adjusting for systematic
and time-varying risks [Erb and Harvey 2006; Miffre and Rallis 2007], echoing the
classical results of Jegadeesh and Titman [1993] for equities.

Unfortunately, many of the systems deployed in practice suffer from retrospective
bias to some extent, namely that the parameters governing the trading rules are
adjusted ex post to yield good past performance, without any guarantees other than
a trader’s “gut feeling” that they would perform acceptably in the future.

The design of a“cheating-free”trading system can only be realized by reproducing
the real-time actions of a decision-maker, making sequential validation a natural
framework. This system has been developed and used in an industrial context.

6.2 Making Use of the Composition Primitives

Figure 9 illustrate the overall system, decomposed into relevant functional blocks.
We see that it consists into two“core models” (at the top), a technical model mostly
making use of recent asset price variations, and a fundamental model, which can
exploit more complex relationships between assets and is used to construct a mean-
variance efficient portfolio. The rest of the system (various mixture models) is used
to combine the two basic building blocks. As will be made clear below, the apparent
complexity of this combination arises because we want to set as few hyperparameters
as possible and let the system adaptively choose the best hyperparameter settings.

I A. Technical Model : The first “core” building-block, illustrated in Fig. 10, is
a traditional moving-average based momentum model that takes long and short
positions based on an assetwise comparison between the current price and the one-
year price moving average.27 We introduce a distinction between portfolios of long
and short positions, based on the observation that momentum tends to be more
persistent for shorts than longs [Miffre and Rallis 2007]. More specifically, let pit the
price of asset i at time t and p̂it the one-year moving average of the same quantity.
The “long-side momentum” rule is simply to recommend a long position if pit >
p̂it and a neutral position otherwise; conversely, the “short-side momentum” rule
recommends a short position if pit < p̂it , and a neutral position otherwise. After
the momentum recommendation is made, it is filtered according to the volatility
rule of Dunis and Miao [2006]; this rule sets to neutral the momentum model
positions in periods of high market volatility. In terms of the learning primitives of
§3.1/p. 10, each learner in the technical model consists of fixed decision rules with
online estimation of key thresholds (current price moving average and volatility).
As such, they do not make use of the batch training facilities.

27“Long” means a buying position in the asset, “short” means a selling position, and “neutral”
means that no position is taken. Commodity futures can as easily be sold short as they can be
bought, without the restrictions that affect equities.
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Fig. 9. Functional blocks of a financial portfolio allocation system making use of the composition
primitives introduced previously. The square (green) vertices represent external inputs. The
round (blue) vertices represent temporal learning algorithms in the sense of definition 1. The
loops labeled with an L represent time-lagged connections.

It remains to combine the resulting independent long and short portfolios; this
is performed adaptively using a mixture described below.

I B. Fundamental Model : The fundamental model seeks to exploit deeper rela-
tionships between assets, trying to estimate asset expected returns and covariances
over the next month and constructing a mean-variance efficient portfolio [Markowitz
1959] to exploit the relationships that have been found. Unusual for commodity
trading systems, we rely on the Black and Litterman [1992] methodology of port-
folio optimization as a second building-block (see Fig. 11). This makes use of an
asset expected-return predictor, which uses locally-weighted linear ridge regression
[Hoerl and Kennard 1970] from a number of technical and macroeconomic input
variables, with hyperparameters—such as the ridge coefficient and the number of
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Fig. 10. Details of the technical model.

neighbors in the local window—optimized by a grid search at each time-step over
a validation set.

We also require an asset-return covariance matrix estimator, an exponentially-
weighted moving average following the RiskMetrics [1996] methodology being used
for simplicity. This carries out a recursive (online) update of the current covariance
estimator Σ̂t given the previous estimator and the vector of time-t asset returns rt,

Σ̂t = λ Σ̂t−1 + (1− λ)rtr′t,

where the decay factor λ = 0.94 was used, consistently with the RiskMetrics rec-
ommendations for daily data.

The Black-Litterman model also requires the market capitalization of each asset
in order to determine the asset equilibrium returns, which are part of the procedure.
Since commodities do not have a capitalization in the traditional sense, we relied
on the value of the outstanding open interest as a capitalization proxy.

Black-Litterman (B-L) finds the mean-variance-efficient portfolio weights, namely
the result of the optimization problem

w∗
t = arg max

w
w′µBL

t − γ

2
w′Σ̂tw,

where µBL
t is the vector of expected asset returns obtained by the Black-Litterman

estimator (which uses the raw asset return estimator; see Black and Litterman
[1992] for details), and γ is the investor risk-aversion coefficient. The B-L allocation
model relies on a number of such hyper-parameters. Since we do not know a priori
what should be good values for them, we run a number of B-L allocations in parallel
(denoted “Black-Litterman 1 . . . 4” on the figure), and mix them according to a
mixture.

In terms of learning primitives, of the components depicted in Fig. 11, the asset-
return forecast contains a full-scale training operation and does not need to carry
trajectory-specific state. In contrast, the covariance model uses online estimation,
and hence can dispense with the necessity for batch training. The Black-Litterman
model neither needs training nor specific state: the portfolio optimization is per-
formed on-the-fly within the output-computation operation.

I C. Exponentiated-Gradient Mixtures : Despite their differences, a common
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thread to both the technical and fundamental models is that they output several
parallel hypotheses, corresponding to different choices of hyperparameters (the mix-
ing proportions of the long and short models in the cast of the technical model,
and the B-L hyperparameters in the case of the fundamental model). Instead of
carrying out hard model selection, we combine these hypotheses with the help of
a mixture, using the fixed-share version [Herbster and Warmuth 1998] of the ex-
ponentiated gradient algorithm [Kivinen and Warmuth 1997]. This method uses
a multiplicative update of the weights, followed by a redistribution step that pre-
vents any of the weights from becoming too large. Briefly, this mixture operates as
follows. Let Ct,k a performance measure observed for model k (out of a total of K
models) during period t. The weight given to each model is updated according to:

(1) Performance Update:

wm
t,k = ws

t,k exp(η Ct,k),

(2) Fixed Share:

poolt =
K∑

k=1

wm
t,k

ws
t+1,k = (1− α)wm

t,k +
poolt − αwm

t,k

K − 1
,

(3) Final Weight Normalization (the weight attributed to each model by the mix-
ture is given by vt+1,k):

vt+1,k =
ws

t+1,k∑
j ws

t+1,j

.

In these equations, η is a constant learning rate hyperparameter that controls the
responsiveness of the weight adaptation. The α hyperparameter, along with the
intermediate variable poolt, define a “sharing mechanism” whereby more important
models distribute a part of their weight to the less important models; this is impor-
tant to prevent some models from having their weight decay to zero and enables
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the mixture to better track nonstationarities. Obviously, it remains to choose how
to fix those parameters. In the spirit of “letting the data speak for itself”, we run
several of those mixtures in parallel, varying the η parameter between a “fast” and
a “slow” mixture, and make the final determination by the following step.

An extensive analysis of the exponentiated gradient mixture, including bounds
on the generalization error, is provided by Herbster and Warmuth [1998].

In terms of learning primitives, the mixture operates entirely in an online fashion,
and requires no separate batch training step.

I D. Hyper-Mixtures : As noted, in the exponentiated-gradient algorithm, hyper-
parameters control the convergence rate and the minimum value of a weight; these
are not known a priori, so we run several such mixtures in parallel. The hyper-
mixture step selects (rather than combines) the best-performing mixture over a
one-year horizon. The selection is based on a financial performance criterion (the
Sharpe [1966] ratio, which measures the average excess return over the risk-free
rate per unit of standard deviation of portfolio returns). Note that two separate
selections are carried out, one for the technical and one for the fundamental model.

I E. Exponentiated-Gradient Mixture : Finally we must combine the technical and
fundamental sides into a final single allocation. Again, since mixing weights are not
known a priori another layer of mixtures (several of them since their hyperparam-
eters are not known either) is used to form an adaptive combination.

I F. Final Hyper-Mixture : This final layer selects the best-performing mixture in
the same spirit as step D, also on a one-year horizon, and considering a financial
performance criterion.

In Figure 9, each vertex (except for the input variables) is considered a temporal
learning algorithm in the sense of definition 1, even though the full ramifications
of the definition are not necessary in all instances. (For instance the mixtures only
perform online adaptation and do not require a training part.) This allows the
algorithms of section 4 to be applied with no modification, resulting in a flexible
and robust overall system. Figure 12 illustrates the simulated financial performance
of the strategy embedded by the composite learner strategy.

7. CONCLUSION

It is obvious that the functional composition of models is as old as statistical model-
ing itself. In the machine-learning literature, a number of composition mechanisms
and “meta-algorithms” have been proposed, but much less attention has been paid
to the engineering issues surrounding composition.

In parallel to this, machine-learning research overwhelmingly employs held-out
tests to evaluate the out-of-sample performance of models and as a general frame-
work allowing unbiased comparison between models. These approaches have been
becoming more popular among finance researchers in recent years as well. Excepting
technical details such as those illustrated in Figure 4, out-of-sample testing provides
a true unbiased estimator of future performance (under the strong assumption that
the data-generating process is IID). For data in which ordering matters, sequential
validation can be applied as a reasonable alternative.

We examined the issues surrounding composition in the presence of sequential
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Fig. 12. Cumulative return of the composite-learner-based strategy over the 2000–05 period, for
two levels of annual target volatility (5% and 10%). For comparison purposes, the performance
of two well-known hedge fund indexes are illustrated.

validation. After introducing the challenges inherent in the sequential validation
evaluation of learning algorithm performance, including the correct handling of
revisions in economic time series, we introduced a definition of temporal learning
that lends itself very well to a set of systematic algorithms to efficiently and correctly
implement sequential validation in practical contexts. These algorithms take care
of keeping each training set, and by extension the learners in a temporal learning
network, up-to-date with respect to its sources; as such, they free the engineer
to concentrate on the true difficulties of the problem s/he is facing, and not the
incidental details of composing several models into a working system.

We illustrated the flexibility of the approach by intorducing a portfolio allocation
system made up of a number of learners, from the fixed decision rules, to batch
learners, to online learners, and how they can be naturally combined to form a
powerful decision-support system whose performance can be rigorously ascertained.
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